Staying in touch
• To keep in touch after this, we request that interested ECP awardees
join a LinkedIn group that we will continue to add to in future years
• http://bit.ly/SC-ECP-group
• We hope this will be a resource for ECP networking

Early Career Program
Sess. 3: Key Professional Communications
Pt. 1:Tailoring Your CV for the Next Career
Step
Louise Brown, University of Nottingham
David E. Bernholdt, Oak Ridge National Laboratory

Acknowledgements
• Based on material provided by Clare Jones, Senior Careers Advisor,
University of Nottingham

Building a CV
• CONVINCE reader that you should be shortlisted
• Application documents need to LOOK FORWARD to the next job level
• There is no “perfect CV template”
• You are the one in control of your documents
• Make sure that you are confident with them
• You must be able to use them at interview

Convince
• Person shortlisting will only have a short time to look at each CV
• Immediate
• think about how to utilise the first page effectively

• Interesting
• gain the reader’s attention by focusing on what they are looking for

• Impact
• actively address the requirements of the position

Convince - Activity
1. Swap CVs with another attendee
2. Take 2 minutes to look over the CV
• What are the initial impressions?
• Was information easy to find?

3. Feed back
4. Record actions that would improve the impact of the CV (particularly the
first page)

Look Forward
• Review your CV when you’re not job hunting
• Focus on strengths
• Build a convincing application around these
• Identify areas for development/new challenges
• How can these be addressed on the CV
What experiences can be drawn on?
Skills which are required but experience has been gained in a different sphere
Think about times when you’ve operated at the higher level – eg filling in for PI or group leader
Involvement in activities which have developed insight/knowledge – eg grant writing, patent
applications
• Committee membership of professional group/voluntary organisation
•
•
•
•

Look Forward
• Research

• Research conducted, impact, outputs and dissemination

• Teaching and Learning

• Demonstrator, teaching assistant activities, supervision of undergraduates, masters
projects, marking, assessment and feedback

• Management/Admin/Contribution to academic life

• Organising conferences, establishing a network, outreach or ambassadorial roles,
committee representation.

• Record progress in each area on a continual basis
• Think about using ‘assert-justify’ style

• “First you tell them; then you convince them”

Looking Forward - Activity
1. Take a look at the job adverts
• range of levels from postdoc upwards

2. Look at your CV in relation to the job advert
• Which of the essential/ desirable criteria do you fulfil now?
• What needs to be changed in your CV to provide evidence for the next role
• Think where to place this so that the shortlister takes notice

3. Identify one area that you can start to make progress on now
• (and then update your CV!)

Resources
• Building Academic Job Applications, Clare Jones
• https://www.jobs.ac.uk/media/pdf/careers/resources/building-academicjob-applications-a-quick-practical-guide-for-early-career-researchers.pdf

• Assert-justify
• https://parkerderrington.com/first-you-tell-them-then-you-convince-them/

Early Career Program
Sess. 3: Key Professional Communications
Pt. 2: Talking to Research Sponsors
Almadena Chtchelkanova, National Science Foundation
James Hetherington, Alan Turing Institute
Joanna Leng, University of Leeds
Barney Maccabe, Oak Ridge National Laboratory

Joanna Leng
l

An EPSRC funded Research Software Engineering Fellow at the University of Leeds
A background in HPC, Visualization and Biophysics.

Key Insights in Writing Proposals
-

-

-

Work with successfully funded scientists and work out how they did that.
Understand the purpose of the funding and use that to frame your application correctly.
l
Apply to observe a panel meeting that allocates funding etc
Ask for help from anyone relevant e.g., academics, your finance office, your innovation
office or anyone who can proof read.
l
If you need specific help for a disability ask the right person in plenty of time - your
employer and the funding body have different roles.
Be precise and provide supporting information for all points; if space is tight do this in
the supporting documents such as publications lists, letters of support, keep web links
up to date.
Be ambitious and don’t be modest.

Joanna Leng (2)
l

Perspectives from a reviewer
-

-

-

Acted as a technical reviewer for the eCSE (embedded
Computational Science and Engineering) scheme for 3 years.
Reviewing is like working through a check list and evaluating the
evidence for each point. The funding body provides the check list and
something similar should be with the call. Make sure you meet each of
the criteria.
Make the first paragraph as strong as possible so the reviewer knows
they have something that meets many of the funding criteria right from
the start.
If you have letters of support make sure they are all different.

The Importance of Social
Processes in Computing
Research
Barney Maccabe
Director, Computer Science and Mathematics Division
Oak Ridge National Laboratory
November 18, Denver, CO

Science is a social activity
• Science is defined by pseudo-formal processes for advancing and
challenging ideas

• We teach the logic behind the results, but the real process is messy
• What did it really take to argue for a sun centered universe
• Loonshots: How to Nurture the Crazy Ideas That Win Wars, Cure Diseases, and
Transform Industries by Safi Bahcall

• Good ideas win, but there are lots of good ideas
• Your history of execution and responsibility is critical

• Advice to all staff: “Define your community and demonstrate leadership in
that community”
• Work on your professional network (and keep track your progress)

Communities
• Publication venues (workshops, conferences, and journals)
• Funding sources
• Collaborators
• How I read a CV:
• Educational preparation, including advisor (less important for senior
researchers)
• Publication: venues and publications
• Funding: sources and projects (less important for early career researchers)
• Regular collaborators

Publication process
• Periodically review your ranking of publication venues and discuss this
with your peers/mentors/supervisors
• Get on technical program committees – preferably committees that
have face-to-face committee meetings
• May be best to start on workshop committees
• Participating in the creation of a new workshop demonstrates leadership

• Volunteer to serve as a reviewer for journals
• Reviewing is how you engage in the community

Proposal/funding process
• Get to know potential program managers
• Try to meet them at meetings (exercise your professional network to arrange
for introductions)
• Volunteer to review proposals

• Once funded, your goal is to make your program manager successful
• Send them highlights so that they can brag about the people & programs they
are supporting
• Let them know about anything that might affect your performance

Reviewing – a critical service to your community
• Learning how to review papers and proposals will teach you more
about writing good papers and proposals than anything else I can
think of.
• How I review papers & proposals
• What is the (expected) contribution
• Don’t make it hard for me to find!
• Potential impact – why is this important?

• How did (will) they evaluate the contribution?
• Does the evaluation support the contributions?
• Make the connections explicit, make the test explicit

Heilmeier's Catechism

George H. Heilmeier

• What are you trying to do? Articulate your objectives using

absolutely no jargon.

• How is it done today, and what are the limits of current practice?
• What's new in your approach and why do you think it will be successful?
• Who cares?
• If you're successful, what difference will it make?
• What are the risks and the payoffs?
• How much will it cost?
• How long will it take?

Must answer all of these questions in
the pre-proposal and in the abstract of
the final proposal. Also, this is a good
order!

• What are the midterm and final "exams" to check for success?
24

Early Career Program
Sess. 3: Key Professional Communications
Pt. 3: Is Your Paper Conveying
the Right Message?
David E. Bernholdt, Oak Ridge National Laboratory
Louise Brown, University of Nottingham

Acknowledgements
• Based on material provided by Davide Lo Presti, University of
Nottingham
• Thanks to our (anonymous) colleagues who suggested papers for this
exercise

The Importance of Papers
• Scientific papers are the primary means by which we communicate
research results to our community
• And how we preserve them for posterity

Three Ways We Decide What Papers to Read
1. Author: they’re written by a friend, competitor, or a luminary, and
we feel we should read them
2. Reference: they were cited in something else you’ve read
3. Title: the title attracted your attention

Titles
• Importance

• Affect access to paper (think of search engine)
• Affect impact of your work (views and citations)
• Show your track record clearly (jobs, grants)

• Recommendations

Limit number of words, be brief but informative
Use meaningful title (include key words of your manuscript)
Title is the first thing readers read but the last thing should you write
Avoid language, such as, "A Study to Investigate the..., “The effects of…”,
“Analysis of…”, “Comparison of…”
• Articles with a question mark or colon in their title tend to be cited less
•
•
•
•

Interesting Statistics for Titles
Average number of citations per paper by {punctuation, title length} for papers published
in Cell 2006–2010, and their citations within the same window. Data labels show number of papers.

https://www.researchtrends.com/issue24-september-2011/heading-for-success-or-how-not-to-title-your-paper/

Abstracts
• Importance
• The abstract is the most important part
of a paper
• Everyone (editors, reviewers, etc) reads it
• For most papers, the abstract will be the
only section read by most people
• Consider it as the “selling point” for the
paper
• Has huge impact on success of your
paper
• Reviewers decide to review a paper
based on it alone
• Key criteria for acceptance in some
journals
• Readers decides what to read based
mainly on abstract

• Recommendations
• It tells a reader what they will find in the
paper
• Stand-alone mini-summary of the paper
• Published separately in an abstract listing
(free)
• Should be clear and concise
• Usually a single paragraph
• Typically 100-250 words maximum
• The English should be perfect

Structuring Abstracts
CCC: Context, Content, Conclusions
• CONTEXT: abbreviated introduction
and with 1-2 sentences to establish
context of previous research and with
1-2 sentences to state the problem
(WHY)
• CONTENT: explain the content of the
paper (HOW, WHAT)
• CONCLUSIONS: main results of
research or with general nature of
results of research (not specific
results) (WHAT)

• Aim for one sentence to describe
study objective, method, key results &
conclusions
• Don’t exceed 3 sentences for any one
of the above.
• Good abstract 4 to 12 sentences long
• In years to come, researchers may
search for your paper using the
internet. What words should a
researcher look for? Put these
keywords in your title and first
sentence of abstract

Exercise (10 min)
1. Form groups of 3
2. Each group will be assigned an abstract to evaluate
3. Break down the abstract into Context, Content, and Conclusions
• Do you think each component is well constructed, informative, and self-contained?

4. Guess the title
Wrapup Lightning Round (1 min per abstract)
• Summarize your evaluation of the abstract
• What do you think the title might be?
• Is the real title a good one?

Abstract #1
To teach multidisciplinary design optimization (MDO) to students effectively, it is useful to have
accessible software that runs quickly, allowing hands-on exploration of coupled systems and
optimization methods. Open-source software exists for low-fidelity aerodynamic or structural
analysis, but there is no existing software for fast tightly coupled aerostructural analysis and design
optimization. To address this need, we present OpenAeroStruct, an open-source low-fidelity
aerostructural analysis and optimization tool developed in NASA’s OpenMDAO framework. It uses
the coupled adjoint method to compute the derivatives required for efficient gradient-based
optimization. OpenAeroStruct combines a vortex lattice method and 1-D finite-element analysis to
model lifting surfaces, such as aircraft wings and tails, and uses the coupled-adjoint method to
compute the aerostructural derivatives. We use the Breguet range equation to compute the fuel
burn as a function of structural weight and aerodynamic performance. OpenAeroStruct has proved
effective both as an educational tool and as a benchmark for researching new MDO methods. There
is much more potential to be exploited as the research community continues to develop and use
this tool.
https://doi.org/10.1007/s00158-018-1912-8

Abstract #1
To teach multidisciplinary design optimization (MDO) to students effectively, it is useful to have
accessible software that runs quickly, allowing hands-on exploration of coupled systems and
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Open-source coupled aerostructural optimization using
Python

To teach multidisciplinary design optimization (MDO) to students effectively, it is useful to have
accessible software that runs quickly, allowing hands-on exploration of coupled systems and
optimization methods. Open-source software exists for low-fidelity aerodynamic or structural
analysis, but there is no existing software for fast tightly coupled aerostructural analysis and design
optimization. To address this need, we present OpenAeroStruct, an open-source low-fidelity
aerostructural analysis and optimization tool developed in NASA’s OpenMDAO framework. It uses
the coupled adjoint method to compute the derivatives required for efficient gradient-based
optimization. OpenAeroStruct combines a vortex lattice method and 1-D finite-element analysis to
model lifting surfaces, such as aircraft wings and tails, and uses the coupled-adjoint method to
compute the aerostructural derivatives. We use the Breguet range equation to compute the fuel
burn as a function of structural weight and aerodynamic performance. OpenAeroStruct has proved
effective both as an educational tool and as a benchmark for researching new MDO methods. There
is much more potential to be exploited as the research community continues to develop and use
this tool.
https://doi.org/10.1007/s00158-018-1912-8

Abstract #2
I/O performance is a critical aspect of data-intensive scientific computing. We seek to
advance the state of the practice in understanding and diagnosing I/O performance issues
through investigation of a comprehensive I/O performance data set that captures a full
year of production storage activity at two leadership-scale computing facilities. We
demonstrate techniques to identify regions of interest, perform focused investigations of
both long-term trends and transient anomalies, and uncover the contributing factors that
lead to performance fluctuation.
We find that a year in the life of a parallel file system is comprised of distinct regions of
long-term performance variation in addition to short-term performance transients. We
demonstrate how systematic identification of these performance regions, combined with
comprehensive analysis, allows us to isolate the factors contributing to different
performance maladies at different time scales. From this, we present specific lessons
learned and important considerations for HPC storage practitioners.
https://doi.org/10.1109/SC.2018.00077
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A Year in the Life of a Parallel File System
I/O performance is a critical aspect of data-intensive scientific computing. We seek to
advance the state of the practice in understanding and diagnosing I/O performance issues
through investigation of a comprehensive I/O performance data set that captures a full
year of production storage activity at two leadership-scale computing facilities. We
demonstrate techniques to identify regions of interest, perform focused investigations of
both long-term trends and transient anomalies, and uncover the contributing factors that
lead to performance fluctuation.
We find that a year in the life of a parallel file system is comprised of distinct regions of
long-term performance variation in addition to short-term performance transients. We
demonstrate how systematic identification of these performance regions, combined with
comprehensive analysis, allows us to isolate the factors contributing to different
performance maladies at different time scales. From this, we present specific lessons
learned and important considerations for HPC storage practitioners.
https://doi.org/10.1109/SC.2018.00077

Abstract #3
Performance profiling of applications is often a challenging task. One problem in the analysis is that
applications often spend significant amount of their time in the operating system. As a result, conventional
user-level profilers can, at best, trace the performance bottleneck to a particular system call. This information is
often insufficient for the programmer to deal with the performance problem— system calls can be quite
complex, making it hard to pinpoint the cause of the problem. To address this deficiency, we have designed a
tool called CrossWalk that is able to do performance analysis across the kernel boundary. CrossWalk starts
profiling at the user level, profiles the main function, then its callees and walks further down the application
call graph, refining the performance problem to a particular function. If it determines that this function is a
system call, it walks into the kernel code and starts traversing the kernel call graph until it locates the ultimate
bottleneck. The key technologies in CrossWalk are dynamic application instrumentation and dynamic kernel
instrumentation. For the former, we use an existing library called Dyninst API. For the latter, we have designed
a new framework called Kerninst API with an interface modeled after Dyninst. When combined, the two
libraries provide a unified and powerful interface for building cross-boundary tools. We demonstrate the
usefulness of the cross-boundary approach by analyzing the Squid proxy server with CrossWalk. By drilling
down into the kernel, we were able to identify the ultimate cause of Squid’s performance problems and
remove them by modifying the application’s source code.
https://doi.org/10.1016/S0927-5452(04)80091-1
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CrossWalk: A Tool for Performance Profiling Across
the User-Kernel Boundary
Performance profiling of applications is often a challenging task. One problem in the analysis is that
applications often spend significant amount of their time in the operating system. As a result, conventional
user-level profilers can, at best, trace the performance bottleneck to a particular system call. This information is
often insufficient for the programmer to deal with the performance problem— system calls can be quite
complex, making it hard to pinpoint the cause of the problem. To address this deficiency, we have designed a
tool called CrossWalk that is able to do performance analysis across the kernel boundary. CrossWalk starts
profiling at the user level, profiles the main function, then its callees and walks further down the application
call graph, refining the performance problem to a particular function. If it determines that this function is a
system call, it walks into the kernel code and starts traversing the kernel call graph until it locates the ultimate
bottleneck. The key technologies in CrossWalk are dynamic application instrumentation and dynamic kernel
instrumentation. For the former, we use an existing library called Dyninst API. For the latter, we have designed
a new framework called Kerninst API with an interface modeled after Dyninst. When combined, the two
libraries provide a unified and powerful interface for building cross-boundary tools. We demonstrate the
usefulness of the cross-boundary approach by analyzing the Squid proxy server with CrossWalk. By drilling
down into the kernel, we were able to identify the ultimate cause of Squid’s performance problems and
remove them by modifying the application’s source code.
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Abstract #4
We consider the manifold of all quantum many-body states that can be
generated by arbitrary time-dependent local Hamiltonians in a time that
scales polynomially in the system size, and show that it occupies an
exponentially small volume in Hilbert space. This implies that the
overwhelming majority of states in Hilbert space are not physical as they can
only be produced after an exponentially long time. We establish this fact by
making use of a time-dependent generalization of the Suzuki-Trotter
expansion, followed by a well-known counting argument. This also
demonstrates that a computational model based on arbitrarily rapidly
changing Hamiltonians is no more powerful than the standard quantum
circuit model.
http://dx.doi.org/10.1103/PhysRevLett.106.170501

•••

Abstract #4

No context provided
Goes back and forth between content and conclusions
Journal has a limit of 600 characters for the abstract, 3750 words for the entire article.

We consider the manifold of all quantum many-body states that can be
generated by arbitrary time-dependent local Hamiltonians in a time that
scales polynomially in the system size, and show that it occupies an
exponentially small volume in Hilbert space. This implies that the
overwhelming majority of states in Hilbert space are not physical as they can
only be produced after an exponentially long time. We establish this fact by
making use of a time-dependent generalization of the Suzuki-Trotter
expansion, followed by a well-known counting argument. This also
demonstrates that a computational model based on arbitrarily rapidly
changing Hamiltonians is no more powerful than the standard quantum
circuit model.
http://dx.doi.org/10.1103/PhysRevLett.106.170501

Quantum Simulation of Time-Dependent Hamiltonians
and the Convenient Illusion of Hilbert Space
We consider the manifold of all quantum many-body states that can be
generated by arbitrary time-dependent local Hamiltonians in a time that
scales polynomially in the system size, and show that it occupies an
exponentially small volume in Hilbert space. This implies that the
overwhelming majority of states in Hilbert space are not physical as they can
only be produced after an exponentially long time. We establish this fact by
making use of a time-dependent generalization of the Suzuki-Trotter
expansion, followed by a well-known counting argument. This also
demonstrates that a computational model based on arbitrarily rapidly
changing Hamiltonians is no more powerful than the standard quantum
circuit model.
http://dx.doi.org/10.1103/PhysRevLett.106.170501

Abstract #5
Randomized benchmarking (RB) is widely used to measure an error rate of a set of quantum gates,
by performing random circuits that would do nothing if the gates were perfect. In the limit of no
finite-sampling error, the exponential decay rate of the observable survival probabilities, versus
circuit length, yields a single error metric r. For Clifford gates with arbitrary small errors described
by process matrices, r was believed to reliably correspond to the mean, over all Clifford gates, of the
average gate infidelity between the imperfect gates and their ideal counterparts. We show that this
quantity is not a well-defined property of a physical gate set. It depends on the representations
used for the imperfect and ideal gates, and the variant typically computed in the literature can differ
from r by orders of magnitude. We present new theories of the RB decay that are accurate for all
small errors describable by process matrices, and show that the RB decay curve is a simple
exponential for all such errors. These theories allow explicit computation of the error rate that RB
measures (r), but as far as we can tell it does not correspond to the infidelity of a physically allowed
(completely positive) representation of the imperfect gates.
https://doi.org/10.1103/PhysRevLett.119.130502

•
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Same journal as abstract #4

Randomized benchmarking (RB) is widely used to measure an error rate of a set of quantum gates,
by performing random circuits that would do nothing if the gates were perfect. In the limit of no
finite-sampling error, the exponential decay rate of the observable survival probabilities, versus
circuit length, yields a single error metric r. For Clifford gates with arbitrary small errors described
by process matrices, r was believed to reliably correspond to the mean, over all Clifford gates, of the
average gate infidelity between the imperfect gates and their ideal counterparts. We show that this
quantity is not a well-defined property of a physical gate set. It depends on the representations
used for the imperfect and ideal gates, and the variant typically computed in the literature can differ
from r by orders of magnitude. We present new theories of the RB decay that are accurate for all
small errors describable by process matrices, and show that the RB decay curve is a simple
exponential for all such errors. These theories allow explicit computation of the error rate that RB
measures (r), but as far as we can tell it does not correspond to the infidelity of a physically allowed
(completely positive) representation of the imperfect gates.
https://doi.org/10.1103/PhysRevLett.119.130502

What Randomized Benchmarking Actually
Measures
Randomized benchmarking (RB) is widely used to measure an error rate of a set of quantum gates,
by performing random circuits that would do nothing if the gates were perfect. In the limit of no
finite-sampling error, the exponential decay rate of the observable survival probabilities, versus
circuit length, yields a single error metric r. For Clifford gates with arbitrary small errors described
by process matrices, r was believed to reliably correspond to the mean, over all Clifford gates, of the
average gate infidelity between the imperfect gates and their ideal counterparts. We show that this
quantity is not a well-defined property of a physical gate set. It depends on the representations
used for the imperfect and ideal gates, and the variant typically computed in the literature can differ
from r by orders of magnitude. We present new theories of the RB decay that are accurate for all
small errors describable by process matrices, and show that the RB decay curve is a simple
exponential for all such errors. These theories allow explicit computation of the error rate that RB
measures (r), but as far as we can tell it does not correspond to the infidelity of a physically allowed
(completely positive) representation of the imperfect gates.
https://doi.org/10.1103/PhysRevLett.119.130502

Abstract #6
MPI usage patterns are changing as applications move towards fully-multithreaded runtimes.
However, the impact of these patterns on MPI message matching is not well-studied. In particular,
MPI’s mechanic for receiver-side data placement, message matching, can be impacted by increased
message volume and nondeterminism incurred by multithreading. While there has been significant
developer interest and work to provide an efficient MPI interface for multithreaded access, there
has not been a study showing how these patterns affect messaging patterns and matching behavior.
In this paper, we present a framework for studying the effects of multithreading on MPI message
matching. This framework allows us to explore the implications of different common
communication patterns and thread-level decompositions. We present a study of these impacts on
the architecture of two of the Top 10 supercomputers (NERSC’s Cori and LANL’s Trinity). This data
provides a baseline to evaluate reasonable matching engine queue lengths, search depths, and
queue drain times under the multithreaded model. Furthermore, the study highlights surprising
results on the challenge posed by message matching for multithreaded application performance.
https://doi.org/10.1007/978-3-319-96983-1_34

•
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Conclusions are not well described

MPI usage patterns are changing as applications move towards fully-multithreaded runtimes.
However, the impact of these patterns on MPI message matching is not well-studied. In particular,
MPI’s mechanic for receiver-side data placement, message matching, can be impacted by increased
message volume and nondeterminism incurred by multithreading. While there has been significant
developer interest and work to provide an efficient MPI interface for multithreaded access, there
has not been a study showing how these patterns affect messaging patterns and matching behavior.
In this paper, we present a framework for studying the effects of multithreading on MPI message
matching. This framework allows us to explore the implications of different common
communication patterns and thread-level decompositions. We present a study of these impacts on
the architecture of two of the Top 10 supercomputers (NERSC’s Cori and LANL’s Trinity). This data
provides a baseline to evaluate reasonable matching engine queue lengths, search depths, and
queue drain times under the multithreaded model. Furthermore, the study highlights surprising
results on the challenge posed by message matching for multithreaded application performance.
https://doi.org/10.1007/978-3-319-96983-1_34

Measuring Multithreaded Message Matching
Misery
MPI usage patterns are changing as applications move towards fully-multithreaded runtimes.
However, the impact of these patterns on MPI message matching is not well-studied. In particular,
MPI’s mechanic for receiver-side data placement, message matching, can be impacted by increased
message volume and nondeterminism incurred by multithreading. While there has been significant
developer interest and work to provide an efficient MPI interface for multithreaded access, there
has not been a study showing how these patterns affect messaging patterns and matching behavior.
In this paper, we present a framework for studying the effects of multithreading on MPI message
matching. This framework allows us to explore the implications of different common
communication patterns and thread-level decompositions. We present a study of these impacts on
the architecture of two of the Top 10 supercomputers (NERSC’s Cori and LANL’s Trinity). This data
provides a baseline to evaluate reasonable matching engine queue lengths, search depths, and
queue drain times under the multithreaded model. Furthermore, the study highlights surprising
results on the challenge posed by message matching for multithreaded application performance.
https://doi.org/10.1007/978-3-319-96983-1_34

Abstract #7
We measure and analyze the performance observed when running
applications and benchmarks before and after the Meltdown and Spectre
fixes have been applied to the Cray supercomputers and supporting systems
at the Oak Ridge Leadership Computing Facility (OLCF). Of particular interest
is the effect of these fixes on applications selected from the OLCF portfolio
when running at scale. This comprehensive study presents results from
experiments run on Titan, Eos, Cumulus, and Percival supercomputers at the
OLCF. The results from this study are useful for HPC users running on Cray
supercomputers and serve to better understand the impact that these two
vulnerabilities have on diverse HPC workloads at scale.
https://doi.org/10.1002/cpe.5020
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No context
Doesn’t actually provide the conclusions

We measure and analyze the performance observed when running
applications and benchmarks before and after the Meltdown and Spectre
fixes have been applied to the Cray supercomputers and supporting systems
at the Oak Ridge Leadership Computing Facility (OLCF). Of particular interest
is the effect of these fixes on applications selected from the OLCF portfolio
when running at scale. This comprehensive study presents results from
experiments run on Titan, Eos, Cumulus, and Percival supercomputers at the
OLCF. The results from this study are useful for HPC users running on Cray
supercomputers and serve to better understand the impact that these two
vulnerabilities have on diverse HPC workloads at scale.
https://doi.org/10.1002/cpe.5020

Are we witnessing the spectre of an HPC
meltdown?
We measure and analyze the performance observed when running
applications and benchmarks before and after the Meltdown and Spectre
fixes have been applied to the Cray supercomputers and supporting systems
at the Oak Ridge Leadership Computing Facility (OLCF). Of particular interest
is the effect of these fixes on applications selected from the OLCF portfolio
when running at scale. This comprehensive study presents results from
experiments run on Titan, Eos, Cumulus, and Percival supercomputers at the
OLCF. The results from this study are useful for HPC users running on Cray
supercomputers and serve to better understand the impact that these two
vulnerabilities have on diverse HPC workloads at scale.
https://doi.org/10.1002/cpe.5020

Abstract #8
X-ray computed tomography provides an opportunity for a detailed examination of the
inner structure of fibre reinforced composites. Three-dimensional images, obtained with
micro-CT, can be used for a realistic modelling of composite materials. All modelling
objectives imply the knowledge of the orientations of the fibres inside the composite,
which determine the local (anisotropic) properties. This paper investigates application of
the structure tensor, a concept from the image processing field, to the determination of
the orientations of fibres and to segment the image into the material’s components, for
the purpose of an automatic generation of a voxel-based description of the representative
volume element. The segmentation of the images of CFRP materials into its components is
performed by thresholding, or by clustering in a two-dimensional parameter space of the
degree of anisotropy and average grey value or one of the components of the orientation
vector. Clustering allows not only separating the matrix from the yarns, but also
distinguishing the yarns of different primary orientations.
http://dx.doi.org/10.1016/j.compositesa.2014.11.016
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Abstract #8

Acronym CFRP is not defined
The “matrix” is not mentioned until the conclusion

X-ray computed tomography provides an opportunity for a detailed examination of the
inner structure of fibre reinforced composites. Three-dimensional images, obtained with
micro-CT, can be used for a realistic modelling of composite materials. All modelling
objectives imply the knowledge of the orientations of the fibres inside the composite,
which determine the local (anisotropic) properties. This paper investigates application of
the structure tensor, a concept from the image processing field, to the determination of
the orientations of fibres and to segment the image into the material’s components, for
the purpose of an automatic generation of a voxel-based description of the representative
volume element. The segmentation of the images of CFRP materials into its components is
performed by thresholding, or by clustering in a two-dimensional parameter space of the
degree of anisotropy and average grey value or one of the components of the orientation
vector. Clustering allows not only separating the matrix from the yarns, but also
distinguishing the yarns of different primary orientations.
http://dx.doi.org/10.1016/j.compositesa.2014.11.016

Quantification of the internal structure and automatic
generation of voxel models of textile composites from X-ray
computed tomography data
X-ray computed tomography provides an opportunity for a detailed examination of the
inner structure of fibre reinforced composites. Three-dimensional images, obtained with
micro-CT, can be used for a realistic modelling of composite materials. All modelling
objectives imply the knowledge of the orientations of the fibres inside the composite,
which determine the local (anisotropic) properties. This paper investigates application of
the structure tensor, a concept from the image processing field, to the determination of
the orientations of fibres and to segment the image into the material’s components, for
the purpose of an automatic generation of a voxel-based description of the representative
volume element. The segmentation of the images of CFRP materials into its components is
performed by thresholding, or by clustering in a two-dimensional parameter space of the
degree of anisotropy and average grey value or one of the components of the orientation
vector. Clustering allows not only separating the matrix from the yarns, but also
distinguishing the yarns of different primary orientations.
http://dx.doi.org/10.1016/j.compositesa.2014.11.016

Abstract #9
Today’s datacenter is shared among various applications with different QoS requirements, which
poses a great challenge to deliver low delay transport with high throughput. Most of works address
this challenge by reducing the in-network delay, but assumes a negligible local delay. However, we
show that this assumption does not hold for a multi-tenant datacenter that a physical machine is
shared by multiple tenants with virtual machines running different applications. As measured, we
found that VMs in a PM competing for bandwidth resources introduce delays as high as 13 ms,
resulted from the packet queueing at QDisc layer of that PM, because current VMs’ rate control still
operates in a distributed manner without exploiting knowledge of the QoS requirements of
applications running in VMs. This work addresses this problem by proposing a centralized rate
adaptation (CERA) that operates in the host PM, dynamically schedules the flows from all VMs in a
centralized manner. We implemented a CERA prototype and evaluated CERA through testbed
experiments. Our results show that CERA reduces the local delay significantly thus reduces the
average request latency of delay sensitive applications, e.g., memcached, by a factor of 6.3, without
sacrificing the throughput performance of throughput intensive applications, e.g., iperf.
https://doi.org/10.1109/CLUSTER.2016.23
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Abstract #9

Goes back and forth between content and conclusions
Acronyms QoS, QDisc not defined; PM, VM appear expanded but not explicitly defined

Today’s datacenter is shared among various applications with different QoS requirements, which
poses a great challenge to deliver low delay transport with high throughput. Most of works address
this challenge by reducing the in-network delay, but assumes a negligible local delay. However, we
show that this assumption does not hold for a multi-tenant datacenter that a physical machine is
shared by multiple tenants with virtual machines running different applications. As measured, we
found that VMs in a PM competing for bandwidth resources introduce delays as high as 13 ms,
resulted from the packet queueing at QDisc layer of that PM, because current VMs’ rate control still
operates in a distributed manner without exploiting knowledge of the QoS requirements of
applications running in VMs. This work addresses this problem by proposing a centralized rate
adaptation (CERA) that operates in the host PM, dynamically schedules the flows from all VMs in a
centralized manner. We implemented a CERA prototype and evaluated CERA through testbed
experiments. Our results show that CERA reduces the local delay significantly thus reduces the
average request latency of delay sensitive applications, e.g., memcached, by a factor of 6.3, without
sacrificing the throughput performance of throughput intensive applications, e.g., iperf.
https://doi.org/10.1109/CLUSTER.2016.23

Intra-host Rate Control with Centralized Approach
Today’s datacenter is shared among various applications with different QoS requirements, which
poses a great challenge to deliver low delay transport with high throughput. Most of works address
this challenge by reducing the in-network delay, but assumes a negligible local delay. However, we
show that this assumption does not hold for a multi-tenant datacenter that a physical machine is
shared by multiple tenants with virtual machines running different applications. As measured, we
found that VMs in a PM competing for bandwidth resources introduce delays as high as 13 ms,
resulted from the packet queueing at QDisc layer of that PM, because current VMs’ rate control still
operates in a distributed manner without exploiting knowledge of the QoS requirements of
applications running in VMs. This work addresses this problem by proposing a centralized rate
adaptation (CERA) that operates in the host PM, dynamically schedules the flows from all VMs in a
centralized manner. We implemented a CERA prototype and evaluated CERA through testbed
experiments. Our results show that CERA reduces the local delay significantly thus reduces the
average request latency of delay sensitive applications, e.g., memcached, by a factor of 6.3, without
sacrificing the throughput performance of throughput intensive applications, e.g., iperf.
https://doi.org/10.1109/CLUSTER.2016.23

