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Abstract

The advent of machine and deep learning algorithms on petascale supercomputers is accelerating the pace of discovery across
scientific disciplines. The success of these algorithms processing complex, heterogenous and incomplete datasets has led to the
creation of a new field of research that focuses on the interpretability of neural network models. To advance this program, we
present a novel visualization of a deep neural network output during training as it is learning to classify galaxy images as either
spiral or elliptical. The network is trained using labeled datasets from the citizen science campaign, Galaxy Zoo, adopted by the
Sloan Digital Sky Survey. These trained neural network models can then be used to classify galaxies in the Dark Energy Survey
that overlap the footprint of both surveys. Visualizing a reduced representation of the network output, projected into 3-D parameter
space, reveals how the network has discovered two distinct clusters of features which allows it to classify galaxies into two groups.
These visualizations provide new insights to aid in the interpretability of deep learning models, and shed light on how the network
responds to the input images at various stages of training. Finally, it allows a wider net to be cast to a general audience, thereby
generating interest in and visibility to an otherwise highly specialized field.
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1. Introduction

Ongoing and future astronomical surveys pose significant
data science challenges of increasing scale and depth. With
300 billion galaxies to date, the Dark Energy Survey (DES) [2]
is one such survey that is driving the development of new signal
processing tools to aid with classification of these astronomical
objects [4]. In a highly successful citizen science campaign,
the Galaxy Zoo Project was able to crowd-source morphologi-
cal classifications of nearly one million galaxies from the Sloan
Digital Sky Survey (SDSS) [1, 3] The large-scale catalog pro-
duced by this effort has provided unique opportunities to train
deep learning algorithms to classify previously unlabeled astro-
physical objects in DES.

By visualizing the training of the neural network, we can dis-
cover patterns in the high-dimensional output vector that corre-
spond to the distinct features in images of spiral and elliptical
galaxies. We can likewise observe the evolution of the neural
network output by animating the optimal 3-D feature represen-
tation found by the projection algorithm at each training itera-
tion.

2. Galaxy Classification Through Deep Learning

The visualization presented in this paper showcases a novel
method of using deep transfer learning to classify galaxies from
a labeled data set. In addition we visualize a 3D representation
of the neural network outputs which is subsequently used as a
feature generator. It is with this feature generator that unlabeled
data sets can then be classified with impressive accuracy [4].

Using results from Khan et al 2019 [4] this new method
brings together several deep learning methods in an innovative
manner. Firstly, this research makes use of transfer knowledge
from the state-of-the-art neural network model for image clas-
sification, Xception [5], trained with the ImageNet dataset [7],
to classify SDSS galaxy images, achieving state-of-the-art ac-
curacies of 99.8%. Secondly, this research represents the first
application of deep transfer learning and distributed training in
cosmology. Using multiple GPUs reduces the training stage of
the Xception model with galaxy image datasets from five hours
to just eight minutes, using 64 K80 GPUs at the Argonne Lead-
ership Computing Facility.

This neural network model achieves 99.6% accuracy in clas-
sifying DES galaxies that overlap the footprint of labeled galax-
ies in SDSS as obtained by the Galaxy Zoo project. The neu-
ral network model is then turned into a feature extractor to
show that unlabeled datasets can be clustered according to their

Preprint submitted to Parallel Computing October 9, 2019



morphology, forming two distinct datasets. Using this trained
network, DES galaxies not already labeled and lacking SDSS
ground truth can now be classified. Finally, unsupervised re-
cursive training of the network is performed using the newly la-
beled DES data set to maximize the accuracy of the deep learn-
ing algorithm.

3. The Animation

Visualizing the aforementioned deep learning methods re-
veals two interesting processes as the neural network is being
trained. Firstly, it aids in the interpretability of the results and
secondly, it illustrates how the network operates as a feature
extractor.

In this visualization we show the activation values from the
penultimate layer of the network during training as it is given
a test image of a spiral and elliptical galaxy. As the network
weights are randomly initialized it is clear from the visualiza-
tion that the network has similar responses to both images. As
training progresses and layers in the network are unfrozen (a
standard technique when training neural networks) the network
output starts to distinguish between the two images and this
is clearly seen in the outputs as shown in Figure 1. Overlay-
ing the two network responses as shown in Figure 2 highlights
these differences. At the final training stage the network has
a very different response to these two images as in Figure 3.
When applied to a sample catalog of 1000 images, we can see
the accuracy with which the network has classified each galaxy
(Figure 4).

The network activation values were compressed into 3D
space using the t-Distributed Stochastic Neighbor Embed-
ding (t-SNE) technique [6]. This dimensionality reduction
method is particularly well suited for the visualization of high-
dimensional datasets. The embedded 1024-D vectors for 11 of
the training iterations are visualized, with incorrectly classified
galaxies colored red. In earlier iterations, before the network
is fully trained, there are a significant number of misclassified
galaxies, as shown in Figure 5. By the final iteration (Figure 6)
the network has learned two distinct, non-overlapping clusters
of features for spiral and elliptical galaxies.

4. Visualization Methods

This visualization was created using several rendering and
post-production techniques, and a number of different software
packages.

The 3D models of the deep neural network training for
the spiral and elliptical images were generated using custom
Python scripts. The coordinates correspond to the 1024 acti-
vation values from the penultimate layer at each training itera-
tion. These segments of the animation were rendered using Au-
todesk Maya [10], a 3D computer animation, modeling, simula-
tion, and rendering software, and the Arnold Renderer for Maya
[11], an advanced Monte Carlo ray tracing renderer. Keyframes
in Maya were constructed in Python

Custom Python scripts were used to create the models of the
t-SNE 3D projections at different training iterations, as well

as the transitions between iterations. These segments were
rendered using ParaView [8] enabled with OSPRay [9], a ray
tracing-based rendering engine optimized for Intel Architecture
CPUs. While the scale of these models is modest, the process of
applying and rendering 1,000 individual textures per animation
frame was somewhat slow. This was mitigated by leveraging
many nodes of a visualization cluster to render many frames in
parallel.

The original soundtrack and narration was composed,
recorded, and mixed by the authors. Adobe Premier was used
for post-production to combine the visualizations, annotations,
and soundtrack to create the final animation.
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Figure 1: Visualization of the activation values from the penultimate layer of the deep neural network in response to a test spiral galaxy image, shown in blue, and
an elliptical galaxy image, shown in yellow. Each 1024-D node vector is plotted iteration by iteration to create the contours of a 3-D surface plane. Progressively
unfreezing earlier layers during the 5th-10th epoches causes a significant response to the spiral galaxy.

Figure 2: By replaying the neural networks training of both galaxy images in a merged view, the differences in responses to each type are highlighted.
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Figure 3: The magnified 2-D profile of a subset of the 1024-D vector of activation values from the network at the final iteration of training. This visualization
provides more fine-grained view of the network responses.

Figure 4: The visualization illustrates what the network has learned for a sample catalog of 1000 images, seen here in a grid. This image shows galaxies classified
as elliptical outlined in yellow, while those outlined in blue have been classified as spiral.
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Figure 5: In this figure, an early iteration of the neural network training is shown. The activation vector for each image has been embedded into 3-D parameter
space. The network has not yet learned to correctly classify the images as shown by the significant number of misclassified galaxies, shown as red spheres.

Figure 6: After the final iteration when the neural network is fully trained, two distinct clusters have formed and no incorrectly classified galaxies remain. The blue
cluster represents galaxies the neural network has classified as spiral, while the yellow cluster represents galaxies identified as elliptical.

5


