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ABSTRACT 

Current commercial and scientific facilities generate and maintain vast amounts of 

complex data [1,2]. While machine learning (ML) techniques can provide crucial 

insight, developing these models is often impractical on a single process. Distributed 

learning techniques mitigate this problem; however, current models contain significant 

performance bottlenecks. Here, we conduct a detailed performance analysis of 

MPI_Learn, a widespread distributed ML framework for high-energy physics (HEP) 

applications [3], on the Summit supercomputer, by training a network to classify 

simulated collision events from high-energy particle detectors at the CERN Large 

Hadron Collider (LHC).  

We conclude that these bottlenecks occur as a result of increasing communication time 

between the different processes, and to mitigate the bottlenecks we propose the 

implementation of a new distributed algorithm for stochastic gradient descent (SGD). 

We provide a proof of concept by demonstrating better scalability with results on 250 

GPUs, and with hyperparameter optimization, show a ten-fold decrease in training 

time. 

1 Introduction  

The LHC at CERN seeks to gain insight into the origins of our universe by conducting 

large scale experiments that generate 25 petabytes of data every year [1].  

 

In the past decade, ML learning techniques have provided researchers with new and 

powerful insight into this data. As HEP has progressed, the scale and complexity of 

the data have risen. This has led to a rapid increase in model training times for ML 

solutions [4].   

 

Distributed ML techniques, which parallelize the training process (See Figure 1.0), 

have played a critical role in mitigating this problem.  

 

 
 

Figure 1.0: Distributed training algorithm for MPI_Learn 

 

However, these current distributed approaches contain significant performance 

bottlenecks. 

 

This study conducts a detailed performance analysis of distributed machine learning  

on leading-edge systems to locate specific reasons for performance bottlenecks and 

proposes a viable solution that opens the door to unraveling data that contains the 

principles of nature. 

2 Methods and Results   

To investigate the bottlenecks, we conducted a performance analysis of the 

MPI_Learn framework using a high-performance computing cluster at Brookhaven 

National Laboratory containing eight Tesla K20m GPUs. We trained a neural network 

to recognize handwritten numerical digits using the MNIST dataset.  

 

 
Figure 2.0: Parallelizing the model past five processes results in 

increased training time  

 

The parabolic scaling of training time as the number of GPUs is increased signifies the 

existence of a performance bottleneck in the current system (See Figure 2.0).    

 

We further investigated the reason for these bottlenecks by 

manually instrumenting the MPI_Learn code to log communication and computation 

time for each successive level of parallelization.  

 

 

Figure 2.1: A breakdown by communication and computation time. 

Orange represents computation time, and blue represents 

communication. 

 

As the training process is increasingly parallelized (See Figure 2.1), 

communication time increases at a faster rate than the 

computation time decreases, demonstrating that communication 

time is the primary contributing factor to the performance 

bottleneck. 

 

All subsequent testing was done on the Summit supercomputer at Oak Ridge National 

Laboratory using HEP collision data from the OpenLab group at CERN. 

 

We verify our results within the context of HEP research by training a network [6] to 

100 GPUs.  

 

 

Figure 2.2: A analysis of training times on Summit for a HEP model  
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These results (See Figure 2.2) further validate our findings by demonstrating 

performance bottlenecks on leading edge systems.  

 

To mitigate the communication bottlenecks, we implemented a new algorithm in 

MPI_Learn for distributed SGD [4]. Our approach hides the communication between 

processes by placing it in parallel with loading times for the next training set (See 

Figure 2.3).    

 

 
 

Figure 2.3: Diagram of new decentralized approach. Network topology 

consists of clusters which compute local weights and communicate the 

parameters to other clusters. Circles represent GPUs and triangles 

represent CPUs.  

 

Based on experimentation with up to 250 GPUs, our implementation scaled 

significantly better than the current SGD model on MPI_Learn. (See Figure 2.3) 

 

Figure 2.3: Performance comparison of our model to the current SGD 

model.  

 

We can further optimize the algorithm by tuning hyperparameters to the specifics of 

our training model and data. Here, we demonstrate peak performance by optimizing it 

for the use case of our experiment.  

 

We conduct a simple analysis of training times, as shown in Figure 2.4 to determine 

the optimal cluster size.   

 

Figure 2.4: Performance analysis of training times and cluster size 

 

For our use case, we observed that with a cluster size of 2, we achieved up to a 10 

times speed-up in our implementation than with the current model (See Figure 2.5).   

 

Figure 2.5: Performance comparison with hyperparameter optimized 

new model 

3 Discussion and Conclusion   

 

Testing with both a neural network using MNIST on 8 GPUs and a deep network 

simulating collision events at the LHC on 256 GPUs, we demonstrate that 

significant performance bottlenecks exist within MPI_Learn. Our detailed 

analysis shows that communication time is the primary contributing factor to the 

current bottlenecks.    

 

To mitigate these bottlenecks, we implement a novel approach to SGD by 

communicating updates and loading training data in parallel. We show our 

implementation performs significantly better than previously implemented 

models. We further demonstrate the potential of this algorithm by achieving a 

ten-fold decrease in training time with hyperparameter optimization. As the 

LHC’s data output grows to 500 PB by 2024 [2], this work contributes to 

developing practical technologies for the near future.  
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