
Implementing an Adaptive Sparse Grid Discretization (ASGarD) for High Dimensional Advection-

Diffusion Problems on Exascale Architectures

• Predicting the behavior of magnetic confinement fusion devices 

requires the solution of high dimensional PDEs. Traditional grid- or 

mesh-based methods for solving such systems in a noise-free manner 

quickly become intractable due to the scaling of the degrees of freedom 

going as O(N^d), sometimes called "the curse of dimensionality." We 

are developing an arbitrarily high-order discontinuous-Galerkin (DG) 

finite-element solver that leverages an adaptive sparse-grid 

discretization whose degrees of freedom scale as O(N*log2N^D-1).

• This method and its subsequent reduction in the required resources is 

being applied to several PDEs including time-domain Maxwell's 

equations (3D), the Vlasov equation (in up to 6D) and a Fokker-Planck-

like problem in ongoing related efforts. We present our implementation 

which is designed to run on multiple accelerated architectures, 

including distributed systems. Our implementation takes advantage of a 

system matrix decomposed as the Kronecker product of many smaller 

matrices which is implemented as batched operations.

• The computational performance of both explicit and implicit time 

advance algorithms will be discussed with particular emphasis on GPU 

efficiency.
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Adaptive Refinement (h-adaptivity)

After 10 refinements, the sparse-grid accuracy is 

approximately equivalent to 

2560 x 2560 uniform full grid DOF :   7x107

Deg=5, lev=9 non-adaptive sparse-grid DOF : 10x104

Adaptive sparse-grid DOF :   7x103

Related Methods

step 1)

step 2)

• Monte Carlo sampling based methods : e.g., Particle-in-cell, where 

the high dimensional issues are addressed by a random sampling of the 

space. While these methods have shown much success, they face a 

difficult sqrt(N) noise scaling which precludes simulation of scenarios 

where both bulk and tail features of a distribution function are important.

• Adaptive Mesh Refinement (AMR) : While traditional AMR provides for 

adaption to multiple spatial scales, at-scale implementations are limited 

to 4D and lower dimensionalities, especially for unstructured meshes. 

Adaptive sparse-grids further combine regular AMR with adaptivity in the 

sparse-grid selection rule (tensor product truncation rule) to add an 

additional layer of adaptivity. 

The above figure demonstrates how a naïve gridding of a 6D PDE results 

in an intractable amount of memory to even store the solution vector (black 

diagonal line) with the corresponding system matrix (dotted pink diagonal 

line) being even further out of reach. Sparse-grids offer a far more 

favorable scaling for high-D problems, as indicated by the sparse grid 

labeled curves. The ASGarD project aims to investigate if adaptive sparse 

grids retain these favorable properties for the problems of magnetically 

confined fusion plasmas.    

Here we demonstrate the advantages of adaptive sparse-grids 

on a simple Laplace problem. The location of the mesh points at 

each refinement level are chosen automatically and result in a 

savings of more than 1000x. 

A schematic explanation of sparse grids 

:  A hierarchical basis (shown in 1D) is 

used in a truncated tensor product in 

multiple dimensions (shown in 2D). The 

truncation (grayed out panels) removes 

grid points associated with high order 

mixed derivatives which are not 

required locally in the solution.  

The above figure demonstrates application of our sparse-grid (non-adaptive 

here) based discontinuous-Galerkin solver for a 3D vacuum time-domain 

Maxwell’s problem for a test wave. The results demonstrate for similar 

accuracy, the sparse-grids yield nearly 1000x advantage in the degree-of-

freedom required. 

Here we apply the framework to a 2D (0x-2v) Fokker-Planck solver for the 

time evolution of the electron distribution function under the effect of an 

applied electric field to investigate the runaway-electron phenomena of 

interest to magnetically confined fusion plasmas. 

Numerical solution of PDEs is computed via explicit time advance (RK). Conceptually, the RK method is driven by a few 

multiplications of the system matrix (a high-dimensional tensor product of operator matrices) with a solution vector at every 

timestep. Formation of this matrix is infeasible for large problems; instead, we decompose the problem and calculate the 

contribution of each element-to-element relationship (connected element/connection) in parallel. 

Acknowledgements : This research used resources of the Oak Ridge Leadership Computing Facility at the Oak Ridge National Laboratory, which is supported by the Office of Science of the U.S. Department of Energy under Contract No. DE-AC05-00OR22725.

Figures from … D. Pfluger, "Spatially Adaptive Sparse Grids for High-Dimensional 
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Method

On top of the adaptive sparse-

grids we construct a solver with 

the following properties …

• Discontinuous Galerkin

• Arbitrarily high order.

• Arbitrary dimension.

• Explicit and implicit time 

advance.

• Structured grid.
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Implementation

Results

To determine the contribution of each connection to the solution 

vector, we must perform the tensor product of very small (e.g., 

8x8) sections of dimension-many operator matrices, then 

multiply the result with a segment of the solution vector. We 

avoid these smaller tensor products by applying the operator 

matrix segments to the solution vector segment via small 

GEMMs; these can be batched across connections. 

The GEMMs within each 

batch can be performed in 

parallel, with outputs from 

one dimension becoming 

inputs to the next higher 

dimension. Finally, we 

reduce the connections for 

each element to form a 

segment of the solution 

vector.

This GEMM-based implementation is well-suited for GPU 

efficiency, and is being tested on NERSC’s Cori and OLCF’s 

Summit systems.
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