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ABSTRACT
Modeling and presenting performance data—even for simple ker-
nels such as stencils—is not trivial.We therefore present an overview
on how to interpret and what to learn from an INSPECT report, as
well as highlighting best practices for performance data reporting.

INSPECT is the “Intranode Stencil Performance Evaluation Col-
lection”, which compiles performance benchmarks and reports of
various stencil and streaming kernels on a variety of architectures.
The goal is to aid performance-aware developers with reference
material and a methodology to analyze their own codes.

INSPECT set out to cover these topics and compile a summary of
all necessary information to allow reproduction of the performance
results, their interpretation and discussion.

As a general guideline for the poster: the data and images on white
background can be found in the INSPECT report for a given stencil
type and a given CPU type (https://git.io/fjMDd). Annotations to
the various parts of the report are shown on a dark blue background.
Finally, additional information has a light blue background.

1 INSPECT
INSPECT [5] comprises a website, a methodology, and a collection
of scripts to aid in applying the methodology. INSPECT’s analyses
aremainly based on the Kerncraft tool [3] for performancemodeling
and benchmarking and STEMPEL tool [2] for code generation.

The report shown on the poster follows the same structure as
the ones generated with the help of INSPECT and presented on the
website https://rrze-hpc.github.io/INSPECT/.

2 PERFORMANCE MODEL AND
BENCHMARK REPORT

2.1 Stencil Properties
The exemplary kernel is a 3D radius-3 star stencil with isotropic
constant coefficients, in double precision with complex numbers
on a Broadwell EP E5-2697 dual socket system. These properties
are given in the “Stencil Properties” table.

Stencil Classification. The stencil classification is based on six
parameters (dimensions, radius, coefficient weighting, stencil type,
coefficient type and datatype). This classification scheme is used to
structure the collection and allow developers to find similar kernels,
which are expected to experience similar performance behavior.
From this classification, STEMPEL generates the high-level kernel
code.

Machine Description. To the right of the table, the overlap as-
sumption for the Execution-Cache-Memory (ECM) model [4] on
Intel architectures is highlighted. The machine description also
contains information about the underlying microarchitecture (e.g.,
cache sizes), the general architecture of the system (e.g., number
of sockets) and additional model information required to construct
performance models (e.g., performance counter names).

The QR code links to the INSPECT page containing all bench-
mark and parameter information that is used for modeling and
benchmarking.

Counting Complex FLOPs. Since the kernel at hand is based on
complex operations, and the given architecture does not support
them in hardware, calculating the total number of floating-point op-
erations (FLOPs) poses an inherent problem: count complex FLOPs
(as seen in the high-level code) or real FLOPs (as seen in the as-
sembly code)? Since Kerncraft does this work for INSPECT and it
operates on the high-level code, complex FLOPs were counted. To
get to the actual FLOP numbers one complex multiplication counts
as 6 real FLOPs and one complex addition as two real FLOPs, adding
up to a total of 60 real FLOPs.

2.2 Kernel Source Code
When discussing the performance of any kernel it is very important
to give a clear picture of what is actually executed. Hence, INSPECT
always presents both the high-level code as well as the compiler-
generated (and optimized) assembly.

Compiler Forensics. The resulting assembly code is what will
define the performance of the kernel on the in-core level. This
will often hint at severe performance issues, e.g., register shortage,
missing vectorization, etc.

2.3 Layer Conditions
While the assembly tells a lot about what is going on at the core and
compute level, data transfers between caches need to be estimated.
Layer conditions are analytical expressions that can predict data
transfers between all cache levels. INSPECT reports the Kerncraft
layer condition analysis in the form of condition tables. Each table
stands for a single cache level and is read from top to bottom.
Whichever condition is fulfilled first will prescribe the number of
hits and misses to be expected between this and the next, larger
cache.

The visualization shows the 3D/r3/star stencil, with color-coded
entries for additional hits with each layer condition fulfilled. For ex-
ample, if the first condition (“full-caching”) is fulfilled, all elements

https://git.io/fjMDd
https://rrze-hpc.github.io/INSPECT/


Hornich and Hammer, et al.

(including the gray ones) are hits. If the first is not fulfilled but the
second is, only the gray element will be a miss, etc.

2.4 Single Core Grid Scaling
Putting all the previously collected information together, combining
it using the ECM [11] and Roofline [13] performance models, and
addingmeasured benchmark data to it, yields the plots shown under
“Single Core Grid Scaling”. All data is shown for a cubic lattice with
N 3 elements with respect to the linear grid size N .

Going from left to right, the plots show: the ECM and Roofline
model based on the layer condition analysis (very defined and
smooth steps), the ECM and Roofline model based on the cache sim-
ulator (several artifacts and transition zones) and the Phenomeno-
logical ECM model. The latter is based on hardware performance
counter measurements of data traffic and constructs a model from
them, i.e., the data traffic analysis via layer conditions or cache
simulation is substituted by measured data volumes.

Deviations from the model have been highlighted, including
hints to their origin. The pessimistic model deviation in the left
most plot up to N = 400 is related to the over-optimistic model
in the rightmost plot. TReд−L1 as predicted by IACA is too high
(slow), which is much lower when measured using performance
counters. This makes up for the difference up to N=400, but exposes
a known issue with the simple ECM model: the memory interface
experiences penalty cycles for each load stream, which have not
been considered here. This difference can be seen on the right half
of the Phenomenological ECM plot.

Model vs. Measurement Visualization. To aid in interpretation,
this legend shows all aspects provided in the plots. The ECM predic-
tion is based on the Intel model, as seen in “Machine Description”,
and defined as TECM = max(TOL ,TReд−L1 + TL1−L2 + TL2−L3 +
TL3−Mem ). The plots are based on the metric cycles per cacheline, a
reciprocal throughput, where lower is faster (fewer cycles per work
unit).

Stacked Single-core Plots. To convert the reciprocal throughput
to performance (e.g., lattice-site updates per second) one needs to
relate it with the CPU frequency and the amount of work per cache-
line. With complex double precision floating-point numbers, an ele-
ment is 16 Byte, which makes four elements, or four lattice-updates
per cacheline. An additional reference scale in MLUP/second has
been added to the right.

From the plots, a developer may conclude that spatial blocking
with 300 elements on the inner two dimensions is a suitable strategy
to get 60MLUP/s for this code. This is something that may also be
derived from the layer conditions, because at NP = 4252 the 2D
layer conditions (2nd and 3rd) are broken in the L3 cache, increasing
the number of main memory data streams from 2 to 8.

Data Transfers between Caches. To validate the layer condition
and cache simulator (as well as to construct the phenomenological
ECM model), data transfers are measured using hardware perfor-
mance counters with LIKWID. Both, the layer conditions as well as
the cache simulation, are very accurate in the steady states. Devia-
tions from measurements come to light in the transition regions,
some of which are captured by the simulator, but others are not.

Even some toxic cases are correctly predicted by the simulator,
while others are artifacts only seen in the simulation.

Layer conditions are faster to evaluate since they do not require
execution or simulation of code, and they produce sharper and
analytical results. On the other hand, they do not support all cache
hierarchy structures and data access patterns. A comparison is
therefore always useful.

Transfer Volumes. This shows how the individual inter-cache
transfers on a Broadwell EP microarchitecture can be measured
and what is defined in the machine description.

2.5 Multi Core Thread Scaling
When going from single core to multicore, the code may scale or
saturate. The code at hand scales up to about 4 cores and saturates
with 5 on the first cluster-on-die NUMA domain. Once the core
count surpasses the NUMA domain size, performance increases
linearly until it hits the maximum core count. This is a typical
behavior for a memory-bound code, where the main memory band-
width scales with the number of NUMA domains and all threads
get the same workload.

Multicore Scaling. If the saturation point is known and lower
energy consumption is sought, it is advisable to reduce the CPU
clock frequency to a point where saturation is very closely achieved.
This technique does not compromise overall performance and time-
to-solution. To demonstrate that the same code achieves the same
performance with a lower clock speed, we have lowered the CPU
clock to 1.3 GHz or 5/9th of the nominal clock and reran the multi-
core scaling benchmarks. In both cases close to 450MFLOP/s are
reached.

3 FEATURE-ARCHITECTURE MATRIX
Since not all features are supported on all architectures, some due
to hardware limitations and others due to missing software support
and current development efforts, an overview is provided. A current
focus of ongoing work is the support of ARM architectures.

4 OUTLOOK
ARM support is currently under development with OSACA [6] and
LIKWID [12]. For INSPECT itself, improvements in the reporting,
visualizations, a detailed guide to report interpretation, and ease of
reproduction are the main fields of activity.

5 RELATEDWORK
We are unaware of any project that aims to build a performance
reference library on the same level of detail as INSPECT, including
modeling, measurements, and performance counters. Top500 [9],
SPEC [10], HPCC [7], and STREAM [8] have (among others) pub-
licly available collections, but do not consider modeling nor are they
meant to act as a framework for analyzing user-provided codes. The
ECM performance model is currently the only analytic model that
can accurately predict the single-core performance of streaming
and stencil kernels. Other frameworks, such as SPIRAL [1] focus
on optimation rather than modelling and explaining behavior.
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