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1 INTRODUCTION
The implementation of high-performance parallel software is chal-
lenging and raises issues not seen in serial programs before. It re-
quires a strategy of parallel execution which preserves correctness
but maximizes scalability. Efficiently deriving well-scaling solutions
remains an unsolved problem especially with the quickly-evolving
hardware landscape of high-performance computing (HPC).

This work proposes a novel framework for classifying the effi-
ciency of parallel programs (Sec. 2). It bases on a strict separation
between the algorithmic structure of a program and its executed
functions. Parallel patterns [2, 3] provide efficient implementa-
tions for recurring problems in parallel programming and act as
structural building blocks for this work. By decomposing paral-
lel programs into a hierarchical structure of patterns, a high-level
abstraction is provided which leads to equivalence classes over
parallel programs. Each equivalence class possesses efficiency prop-
erties, mainly communication and synchronization, dataflow and
architecture efficiency (Sec. 3). This classification allows for wide
application areas and a workflow for structural optimization of
parallel algorithms is proposed (Sec. 4).

2 ALGORITHMIC STRUCTURE
Parallel algorithms introduce additional operations for paralleliza-
tion beside those required for the actual computation. An abstrac-
tion is achieved by separating them into structural and functional
operations. Locally, the strutural operations form parallel patterns,
whereas globally their hierarchical composition is sufficient to rep-
resent the complete algorithmic structure [3]. For example, the
matrix-vector multiplicationM · x can be described by a tree of the
patterns map and reduction, which is depicted in Fig. 1.
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Figure 1: Hierarchical structure of the matrix-vector multi-
plicationM · x .

Parallel patterns define the communication and synchroniza-
tion scheme as well as the data access scheme explicitly. Therefore,
their scalability directly depends on the efficiency of these two
properties. Applying this idea globally means the scalability of al-
gorithmic structure is completely determined by the combination
of local properties; the scalability of a tree of patterns depends on
the efficiency of the combination. Thus, the optimization of these
two properties is at the core of any parallelization strategy. The
theoretical investigation and identification of efficiency criteria is
the basis of this work. Additionally, when implementing the algo-
rithmic structure for a specific architecture, the hardware mapping
provides a third efficiency criterion.
Due to the separation, the efficiencies are equal across algorithms
of identical structure and, thus, the following concepts apply to
whole equivalence classes.

3 EFFICIENCY CRITERIA
3.1 Communication and Synchronization

Efficiency
A key aspect of parallel patterns is the definition on how a given
workload is distributed among multiple units of execution (UE).
This includes a fixed scheme of communication and synchroniza-
tion to parallelize a given workload. Typical communication and
synchronization patterns include barrier, broadcast, scatter and
gather. The following proposes three main efficiency classes:

• Patterns of O(1): Parallel patterns with an upper bound in
O(1) distribute independent packages of work among the
UEs, which leads to a nearly linear scaling behavior even for
rather small workloads. Typical patterns include map (and
compositions of maps) and reduction.

• Patterns of O(loд(N )): Workloads with dependencies be-
tween partial results often require a logarithmic number
of synchronization points and are typically parallelized by
the recurrence pattern. Many paradigms found in dynamic
programming and divide and-conquer schemes fall into this
category.

• Patterns of O(N ): Parallel patterns of linear growth rate are
nontrivial medium-sized kernels. A major group of kernels
with linear complexity operates on multidimensional data
which is reduced to exactly one dimension. Typical examples
include the map-reduction scheme and many linear algebra
operations such as matrix-vector-multiplication and matrix-
matrix-multiplication.
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Since any equivalence class is described by a specific algorithmic
structure, it also associates such a complexity. Therefore, the effi-
ciency of implementations of parallel algorithms can be classified:

• Weak Efficiency: An implementation of a parallel algorithm
is weakly efficient if its complexity of synchronization is
asymptotically identical to the complexity of the respective
equivalence class.

• Strong Efficiency: An implementation of a parallel algorithm
is strongly efficient if its complexity of synchronization is
identical to the complexity of the respective equivalence
class.

3.2 Dataflow Efficiency
Parallel patterns present the sources and sinks of the dataflow
within the algorithmic structure. The capacity of the sinks and the
width of the flow determine the efficiency of the flow. Typically, this
flow is hard to analyze and, thus, not much compiler optimizations
are applied. However, the explicit data access scheme of the parallel
patterns reveal sub-flows between the patterns. Adjusting the sub-
flows for the capacities of the sinks holds the potential to optimize
the efficiency.

3.3 Architecture Efficiency
Architectural efficiency describes how well an algorithmic struc-
ture maps to a specific hardware architecture. The parallel patterns
present the hotspots of parallelization; thus, their mapping to the
execution units of the architecture is crucial for an efficient exe-
cution. An efficient mapping assigns subtrees to execution units
relative to their size and computational power.

4 APPLICATION AREAS
The classification of the efficiency of algorithmic structures pro-
vides wide areas of application. In the following, our preliminary
investigation into the three key areas performance modeling, struc-
tural optimization and parameter estimation are given. Together,
they form a workflow of generating efficient implementations to
parallel algorithms.

4.1 Performance Modeling
Provided the high-level information exposed in the algorithmic
structure, the performance of an algorithm can be modeled. This is
achieved by combining a performance model of the structure and
the functions. The structural model contains mostly the communica-
tion and synchronization efficiency and, thus, can be modeled with
a communication-oriented model such as the LogP model [1]. The
executed functions on a specific architecture and a given dataflow
can be modeled with a typical HPC performance models such as
the Roofline model [4]. The combined modeled execution time then
reveals the following optimization potential.

4.2 Structural Optimization
With the exposed algorithmic structure and the runtime model
above, the scalability of an algorithm can be improved by program
transformations such as:

• Pattern Matching: Pattern Matching describes the substitu-
tion of a single pattern or a composition of patterns with
another. Transformations of this kind are non-trivial and
can have a large impact on the scalability. Therefore, they
are comparable to the structural changes applied by an HPC
expert.

• Siblings Fusion: Siblings Fusion describes the summarization
of sibling nodes and, thus, a reduction of the width of a
subtree.

• Reordering: Due to the known dataflow of the algorithmic
structure, the order of execution of the children of a parallel
node is irrelevant in case of pure functions or is known
beforehand. Thus, reordering to optimize load balancing
and caching or to expose additional parallelism in case of
unbalanced workloads can be highly beneficial.

4.3 Parameter Estimation
Parameter estimation is the missing step to fine tune the proposed
implementation before the optimized code can be generated. This
step acts as the static counterpart to compiler autotuning by lever-
aging the provided properties of the patterns and their structure.

5 CONCLUSION AND FUTUREWORK
Our work presents a systematic approach for classifying the ef-
ficiency of algorithm structures. It features a strict separation of
structure and functions to form high-level parallel algorithmswhich
can be split into structural equivalence classes. The equivalence
classes possess communication and synchronization, dataflow and
architectural efficiencies which can be used to classify and optimize
the algorithmic structure of parallel programs. Given this founda-
tion, rich opportunities of static optimization are exposed including
function-independent transformations, performance modeling and
parameter optimization. Together, they form a workflow of gener-
ating highly-efficient implementations to parallel algorithms. Next
steps include the implementation of the framework by leverag-
ing mature compiler technologies and its application to real-world
parallel algorithms of varying complexity.
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