
Fast Training of an AI Radiologist 
Leverage Data Pipeline: Train CheXNet to Effectively Utilize GPUs 

Rakshith Vasudev, John A. Lockman III, Lucas A. Wilson,  Srinivas Varadharajan, Frank Han, Rengan Xu, Quy Ta 

Artificial Intelligence Research, Dell EMC HPC & AI Innovation Lab 

Technology Stack Pipelining Supports Distributed Training  
The goal of training CheXNet was not just training per say. We found out training on single CPU could take few days. Howev-

er, we wanted to expedite the training process from days to hours using multiple GPUs with distributed training that utilized 

the GPUs effectively. We implemented a pipelining approach to utilize GPUs effectively and to accommodate linear scaling. 

Horovod was used to perform distributed training on multiple GPUs. 

Horovod uses the data parallelism to distribute the workload in the following manner:   

1. Run multiple copies of the training script and each copy:  

a) reads a chunk of the data  

b) runs it through the model  

c) computes model updates (gradients)  

2. Average gradients among those multiple copies  

3. Update the model  

4. Repeat (from Step 1a)  

 

To add horovod, we perform the following modifications to our tf.keras model:   

1) Initialize the MPI environment.   

2) Broadcast initial random weights or checkpoint weights to all workers.  

3) Wrap the optimizer function to enable multi-node gradient summation.  

4) Average metrics among workers.   

5) Limit checkpoint writing to a single worker.  

Horovod uses Nvidia’s NCCL to provide optimized version of ring all reduce for collective communication.  

   Raw Images vs TF Records   
 

 

 

 

 

 

 

 

 

 

 

Having the right data pipeline enabled us to almost close the gap in performance with raw images and TF records.  The most performance gain with 

ResNet50 model was seen at 4GPUs with 8.39% and that with DenseNet121 was seen at 4 GPUs with 13.1%. One other aspect to question is if it is 

worth going through the exercise of creating TF Records, this becomes more valid especially when there is a continuous change in the data or if the 

time taken to encode and decode these images is too high or even the number of times the model is retrained. Unless training is done for benchmarking 

or other similar purposes, conversion to TF Records are not always required if there’s more effort required to achieve the same. 

 

 

Introduction 
As many organizations start to adopt AI in their business, the 

need to quickly train models continues to grow. The healthcare 

domain is one example where continuous improvement in 

models is necessary. GPUs offer the potential to train deep 

learning models more quickly, often times by orders of magni-

tude when compared to unaccelerated methods.  

 

 

 

 

 

 

 

 

 

 

Our team explored methods to develop high throughput neural 

network based models for identifying pneumonia, emphysema, 

and a host of other thoracic pathologies. Our goal is to develop 

a high throughput model which could be trained in parallel that 

utilizes GPUs effectively on HPC clusters.  

Improving the Data Pipeline 
 

 

 

 

 

 

 

 

 

 

 

Improving the pipeline involves aspects like sharding, enabling shuffling only during training, parallel interleaving which is preprocessing multiple files, prefetching batch size number 

of files such that they are available to be used for the next cycle by the GPUs, the dataset is then subjected to simultaneous map and batch upon which it is prefetched again. This 

optimized approach is effective to be able to scale out to multiple GPUs on distributed nodes. Close to linear scaling in throughput can be expected as more GPUs are added.  

Full GPU Utilization 

 

Model Architecture 
Stanford’s CheXNet is the starting point, that uses Chest-Xray14 dataset from 

NIH. DenseNet121 is used as the pretrained base model with ImageNet 

weights, Adam optimizer is wrapped around with the horovod optimizer to  

support distributed training, while the local mini batch size is 64.    

 

 

 

 

 

 

 

 

 

 

The pretrained model is fed to a global average pooling layer 

where spatial data is averaged and pooled, its output is fed to a fully connected 

dense layer with 14 neurons having sigmoid activation function.  

 

The learning is started at 0.001 and is decayed by a factor of 10 each time the 

validation loss plateaus after an epoch. The model is trained with full precision 

mode for 15 epochs. The weight file with the highest average AUC value is 

It is imperative to having the correct pipelining setup in 
place to obtain high throughput and full utilization of 
GPUs. 
 
Pipelining overlaps the preprocessing and model execution of a train-
ing step. While the accelerator is performing training step N, the CPU 
is preparing the data for step N+1. Doing so reduces the step time to 
the maximum of the training and the time it takes to extract and trans-
form the data. Without pipelining, the CPU and the GPU sit idle much 
of the time. We use the TensorFlow's Official models approach to 
build the TF data pipeline to utilize our V100 cards effectively. 

 


